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Question: Why do jailbreak attacks succeed?
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Research Problem: How do we explain a single (local) instance of
jailbreak success?

Prior Work: Global explanations for jailbreak success analyze
intermediate representations:

: Refused Prompt : Jailbreak Prompt

Preliminaries

One Answer: Find the minimal change to  in the representation
space that causes   to fail (i.e., induce a similar refusal response to  )

How to make changes? What to change?
Activation Patching:

within distribution

Sparse Autoencoders (SAEs):
concept vectors,

To make minimal, interpretable changes, we
activation patch along concept vectors. 

Method
1. Token Matching: Activation patching
assumes same structure between both
sequences. Not true in our case.

A prompt  to a chat model has the
following components:

2. Algorithm: Performs iterative, token-specific activation patches along concept
vector directions to minimize  in the first-output token prob. distributions.

Main Benchmark: LOCA effectively induces refusal
with minimal changes
Minimal Patches: # patches for patched output token == original prompt's output token
Refusal Rate: % of times that patched output token == original prompt's output token
after all patches

Localization Analysis: Which tokens get selected for
activation patches?
- Checked three layer depths (early, early-middle, and middle) 
- Location: user instruction token vs. post-instruction token
- Token Semantics: punctuation vs. word

Location: user instruction tokens selected early; post-inst. selected later
Semantics: no bias early; punctuation selected layer

Motivation: Understanding why jailbreaks succeed may help us
design better jailbreak defenses.

=> prior work makes the same change to all tokens. 
We ask if we can come up with a more minimal change.

Credits: (1) Jailbreak figure: Xinyue Shen: https://arxiv.org/abs/2308.03825
(2) SAE figure: Nick Jiang: https://www.lesswrong.com/posts/8YnHuN55XJTDwGPMr/a-gentle-introduction-to-
sparse-autoencoders
(3) Activation Patching: Mahesh Deshwal: https://www.linkedin.com/posts/deshwalmahesh_even-heard-about-
activation-patching-in-activity-7350384806104358912-eQD-/

token-specific changes


